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Abstract

Ensuring the reproducibility of scientific research requires thor-
ough documentation of results and artifacts, yet this remains a
persistent challenge. Due to time constraints and prioritization of
development over documentation, this reproducibility goal is often
compromised. To reduce manual effort and increase the availability
of descriptive metadata, we explore in this work how to automate
this task using Large Language Models (LLMs). By using a core
strength of LLMs, analyzing and summarizing large volumes of
content, we identify a viable improvement possibility.

We implement a pipeline that analyzes experiment artifacts gen-
erated within a Research Infrastructure (RI) and subsequently pro-
duces documentation and explanations for the executed scripts,
result files, and the overall experiment. To this end, we develop an
effective prompt design and evaluate the LLM-based enrichment
pipeline with different models and configuration parameters. For
each combination, we compare similarity to researcher-written ref-
erence descriptions, resource usage, and runtime. As part of this
evaluation, we publish all enrichment runs as browsable artifacts,
allowing transparent inspection of the generated documentation.
Our results show that the pipeline can generate descriptive meta-
data for experiments. We hypothesize that such enrichment can
make artifacts more comprehensive and understandable, supporting
reproducibility for authors, reviewers, and the community alike.
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1 Introduction

Reproducibility in experimental systems research depends on three
conditions: artifacts must be (1) executable, (2) complete, and their
intent must be (3) understandable. To become understandable, ar-
tifacts must be thoroughly documented. The importance of docu-
mentation is also highlighted in a study by Collberg et al. [1], who
investigate the main issues why artifacts are irreproducible. Regard-
ing (1) and (2), Research Infrastructures (RIs) commonly used for
experimentation provide the environment to design experiments
fulfilling these two conditions directly in their workflows. Recent
work [7, 8] shows that the complete and automatic capturing of
experiment (meta-)data within Rls is feasible. In this context, the re-
search data packaging format RO-Crate [12] provides a framework
for linking artifact entities such as executed scripts with descriptive
metadata. However, automatically generated artifacts rarely contain
precise and narrative descriptions of these experiment entities. As
authors are usually constrained by time and publication deadlines,
manually refining metadata is often postponed or omitted.

To address this bottleneck, we explore in this paper how Artifi-
cial Intelligence (AI) can automate this process. We therefore create
a Large Language Model (LLM)-based enrichment pipeline for the
RO-Crate artifacts that are automatically created when researchers
perform experiments on the RI. Our proposed implementation tra-
verses the crate graph, extracts context from scripts and result files,
and generates concise descriptions for entities. To meet common
privacy constraints on novel research results, we target local LLM
execution via the open-source framework Ollama [10].

This paper provides three main contributions. First, we design
and implement an enrichment pipeline that analyzes RO-Crate en-
tities and generates documentation using context-specific prompts
tailored to each entity type. Second, we deploy this pipeline on two
different hardware setups that enable local execution, addressing
privacy constraints common in cutting-edge research. Third, we
evaluate our approach on three real-world experiments using six
different models with fixed runtime parameters. All enrichment
runs are publicly available and can be compared in the browser.
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The remainder of this paper is organized as follows. Sections 2
and 3 discuss related work on existing Al-based documentation
and provide background on experimentation in Rls. Next, Section 4
presents the implementation of the enrichment pipeline. Building
on this, Section 5 evaluates different model and hardware con-
figurations. Additionally, it explains how readers can browse the
published evaluation artifacts. Sections 6 and 7 discuss future work
and conclude the paper.

2 Related Work

The use of LLMs for summarizing and documenting purposes has
been widely explored. Particularly in the domain of source code doc-
umentation, numerous frameworks and tools have been proposed.
Radosky et al. [11] conduct a comprehensive literature review on
available frameworks for LLM-based code documentation. Their
survey covers 57 papers addressing a variety of specific use cases.
They conclude that the majority of the reviewed approaches ad-
vance the current state of the art. To evaluate the quality of the
generated descriptions, they mention BERTScore [16], an automatic
comparison metric for generated text. It computes a value (F1) by
matching each token to the most similar token in the other sentence
using cosine similarity of contextual BERT [2] embeddings.

Wang et al. [14] present Themisto, a framework for generat-
ing documentation of cells in Jupyter notebooks. Generated text
is presented to the user for review, acceptance, or modification.
A user study with data scientists demonstrated that Themisto re-
duced the effort required to document notebooks while improving
documentation quality and consistency.

Dvivedi et al. [3] compare different LLMs for source code docu-
mentation. They evaluate LLM performance on 14 well-known and
documented code snippets. Their results show that almost all mod-
els perform comparably or superior to the original human-written
documentation. While the quality remains consistently high across
models, the runtime varies significantly.

While there are many works on source code documentation,
similar efforts for research artifacts and metadata are rare. One no-
table exception is Describo [9], an RO-Crate explorer with a built-in
editor. Among its features, Describo offers an LLM-based pipeline
to describe and summarize entities in RO-Crates. However, this fea-
ture follows an interactive, user-driven approach, requiring manual
intervention for each entity. Moreover, the Describo platform was
shut down in 2024 and is no longer available.

Most closely related is AutoDDG by Zhang et al. [15], an LLM-
based framework for automated dataset description generation
that combines data profiling with semantic enrichment for tabular
datasets. Whereas AutoDDG addresses a more general approach
for generating dataset-level descriptions for tabular data, our work
applies this general idea to RO-Crate experiment artifacts produced
by RI workflows and combines entity-specific context derived from
the crate structure to generate descriptions for individual artifacts.

Based on the reviewed literature, we identify two key takeaways:
(1) Fully automated metadata enrichment for RO-Crate-structured
research artifacts remains an open problem. (2) Since artifact docu-
mentation is related to source code documentation, existing results
suggest that generated descriptions can be compared meaningfully
against human-written references with semantic similarity metrics.
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3 Background

We center our enrichment pipeline around an RI because, by design,
it already provides structured experiment execution and artifact
packaging. Specifically, we use the SLICES [4] RI, a European RI that
uses the plain orchestrating service (pos) [5] for resource orches-
tration and experiment execution. The pos methodology employs
the everything-must-be-scripted paradigm, requiring users to fully
script their experiments, ranging from setup through measurement
to evaluation. This design results in two main advantages: (1) Exper-
iments can be executed automatically, ensuring reproducibility by
design. (2) Capturing and documenting all experiment (meta-)data
for the enrichment becomes possible.

In arecent extension [7], the pos methodology uses RO-Crate [12]
to package the fully documented research artifacts. RO-Crate is a
community-driven initiative to package research artifacts by com-
bining research data with its metadata. It uses structured JSON-
LD [13] to link metadata with the data of the artifact. The result-
ing artifacts are machine-readable, enabling automated processing
of their content. Regarding pos and the SLICES RI, the produced
RO-Crate artifacts contain all experiment resources, including the
executed scripts, the parameters of each run, and the result data
generated by the experiment. However, while the resources are com-
plete, descriptive text can only be added manually in the current
state of the art. For this purpose, almost all entities (i.e., types) follow
the standardized Schema.org vocabulary, which provides a dedi-
cated property for descriptions. In our proposed LLM-enrichment
pipeline, we use this property to store the generated descriptions.

4 Implementation

In this section, we describe the design and implementation of our en-
richment pipeline. This includes the model selection, local pipeline
execution, prompt construction, parsing RO-Crates, and caching
strategies. We implement our proposed enrichment pipeline as a
post-processing step that uses existing RO-Crate artifacts. Figure 1
illustrates the overall workflow of the pipeline.

At the beginning of the pipeline, we first load a selected crate and
then traverse the contents of the crate. The traversal follows the
crate from the root data entity to the executed scripts and result data,
whose descriptions we enrich. Existing descriptions are preserved
by default to avoid overwriting existing metadata. While iterating
over the contents of the crate, we extract different information for
the pipeline, depending on the content’s type. Taking executed
scripts as an example, the prompt receives the filename together
with the file content. In comparison, for result-data entities, the
prompt receives the filename, file type, and parent script context. If
available, it also includes a preview of the result file or directory,
which is configurable in length via the peek_chars parameter, since
some result artifacts can otherwise be too large to include in full.

The prompt design is organized as a set of templates for scripts,
result files, and the overall crate summary. All templates share
a common instruction style that enforces concise, technical, and
non-speculative descriptions. Appendix A shows the shared in-
struction context and the main prompt templates. For the overall
crate summary, the pipeline first creates an intermediate summary
from already enriched script and result file entries. We then use this
intermediate representation to generate the main title, description,
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Figure 1: Detailed overview of the proposed enrichment pipeline showing all steps from the crate input to the enriched crate.

Table 1: Hardware used for the enrichment evaluation.

Table 2: Parameters used for the enrichment evaluation.

System NVIDIA DGX Spark GPU server Parameter Used value(s)
CPU NVIDIA GB10 Grace 2x Intel Xeon E5-2620 Ollama model ID { gemma3:4b, gemma3:12b, qwen3: 14b,
(5 cores @ 3.9 GHz) (8 cores each @ 2.1 GHz) deepseek-r1:8b, gpt-oss:20b, gpt-oss:120b }
GPU NVIDIA GB10 Blackwell ~ 4x NVIDIA GeForce GTX 1080 Ti Context window (ctx) 15000
VRAM 128 GB (unified memory) 44 GB Temperature 0.0
Ollama version 0.30.10 0.30.10 Top-p 0.9
Seed 42

and keywords. Before submitting a generated prompt to the model,
the pipeline truncates long content and skips unreadable or unsup-
ported files. In case the crate contains repeated executions, i.e., the
same script but with changing parameters, we provide caching of
generated content based on the executed script name. This cache
saves resources by avoiding the re-generation of descriptions of
identical scripts. Successfully generated outputs from the model
are written back to the corresponding entity in the crate. For de-
bugging and documentation, we record model call information
like aggregated token usage, elapsed runtime, and GPU resource
consumption data, such as energy consumption or utilization.

5 Evaluation

In this section, we evaluate our proposed enrichment pipeline with
respect to reference similarity and resource usage. We used three
sample experiments that were executed in the SLICES [4] RIL. Our
primary evaluation platform is an NVIDIA DGX Spark, a desktop
AT workstation, on which all results in this section were produced
unless stated otherwise. To evaluate feasibility on commodity hard-
ware, we additionally reproduced the pipeline evaluation on an
off-the-shelf GPU server. Both systems are summarized in Table 1.
All evaluation artifacts are publicly available for manual inspection
and linked in Section 5.3. We evaluate six models on the Spark
under two peek_chars settings, five of which are also run on the
GPU server (gpt-oss 120B is evaluated only on the Spark due to its
memory requirements), keeping all remaining parameters fixed as
listed in Table 2. The peek_chars parameter controls how much
content from result files is inserted into the prompt context. This
allows us to compare the tradeoff between richer input context and
the additional cost of longer prompts.

The selected models cover a range of architectures and sizes.
Gemma 3 and Qwen3 are established open-weight model families,
DeepSeek-R1 is a reasoning-focused model, and gpt-oss refers to an
open-source GPT-based model. The two gpt-oss models expose an
adjustable reasoning effort, which we set to think=1ow as higher

Result preview chars {100, 10000 }
Reasoning effort (think)  low for gpt-oss, null otherwise

settings substantially increased runtime and occasionally resulted
in unusable descriptions, exposing internal chain-of-thought rea-
soning in the descriptions.

5.1 Runtime and Resource Usage

For the performance evaluation, we use recorded run data including
aggregated output token usage and elapsed runtime. Output tokens
are an important metric because all runs of a given experiment
perform the same enrichment pipeline with a fixed number of LLM
calls, so differences in generated token volume reflect cost and rea-
soning overhead. This directly affects run duration and, together
with recorded hardware resource consumption, the measured en-
ergy consumption per run.

The boxplots in Figure 2 display the distributions of output token
usage for the tested models across all configurations together with
the mean runtime of each model. Qwen3 14B and DeepSeek-R1 8B
show the highest output token usage because they produce by far
the longest outputs, resulting in the highest runtimes. Regarding
the peek_chars parameter, increasing it from 100 to 10 000 on aver-
age increases prompt token usage, without notable improvements
across configurations.

Regarding duration, the wide-ranging distribution confirms that
model choice strongly affects the efficiency of the enrichment
pipeline. Overall, these results suggest that compact models with a
good tradeoff between reference similarity and latency should be
preferred over larger or more verbose ones. This trend also appears
in the hardware comparison: for the five models shared by both
systems, the GPU server produces similar description scores, but
the mean elapsed runtime increases from 190s on the Spark to
244 s on the GPU server, corresponding to an increase of about 28 %.
The increase likely reflects hardware differences between the two
systems. In addition, the large gpt-oss 120B model was not included
on the GPU server due to memory constraints. Additional details
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Figure 2: Distribution of output tokens and enrichment du-
ration per model across all enrichment experiments on the
NVIDIA DGX Spark.
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Figure 3: BERTScore F1 value distribution and mean per
model across all enrichment experiments on the NVIDIA
DGX Spark.

about the GPU server results can be inspected in the published
artifacts linked in Section 5.3.

5.2 Description Similarity

For the evaluation of description similarity, we use a variant of
BERTScore [16] to compare generated descriptions against refer-
ence descriptions. Specifically, we use the F1 variant of BERTScore
as our similarity measure. We adopt this metric because BERTScore
has been shown to correlate better with human judgments than
common lexical-overlap metrics on text-generation [16]. In the
related domain of source code summarization, embedding-based
metrics such as BERTScore have likewise been shown to align more
closely with human-rated sentence-level summary similarity than
overlap-based metrics such as BLEU [6]. We compute the score for
all entities with available reference descriptions while excluding
descriptions already present in the experiment artifacts. The ref-
erences were written by the original researchers of each sample
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experiment specifically for this evaluation. Concretely, each gener-
ated entity description is compared to its corresponding researcher-
written reference description, yielding one BERTScore value per
matched entity. When the same entity is enriched across multiple
loop runs, we count it only once, so that repeated identical scores
do not bias a model’s distribution. For better comparability and
readability, we use the rescaled variant of BERTScore and inter-
pret the observed F1 values on a scale from 0 (very low similarity)
to 1 (strong similarity to the reference). With baseline rescaling,
a value near 0 corresponds approximately to the expected score
of unrelated sentence pairs. The mean values between 0.27 and
0.3 therefore suggest semantic overlap with the human references.
We therefore interpret BERTScore primarily as a relative compari-
son metric across the tested model configurations rather than as a
universal quality score or usability improvement metric for the gen-
erated descriptions. The boxplots in Figure 3 show the distributions
of the resulting mean BERTScore values for all tested models across
the executed enrichment pipelines on the Spark. Overall, gpt-oss
and Gemma 3 models offer the best tradeoff between reference sim-
ilarity and resource cost in this evaluation. The gpt-oss 20B model
reaches the highest mean BERTScore (0.3), slightly ahead of the
Gemma 3 variants. However, the Gemma 3 models achieve competi-
tive scores while producing fewer output tokens. The larger gpt-oss
120B attains a comparable score (0.295) but at higher runtime and
resource cost, without a notable BERTScore gain, suggesting that
the task does not warrant its added capacity. While Qwen3 14B and
DeepSeek-R1 8B also achieve comparable BERTScore values, they
consume far more resources, as both are considerably more verbose
despite their smaller parameter counts.

5.3 Publication of Evaluation Artifacts

We publish all artifacts of the evaluated enrichment pipeline of
Section 5 on public GitHub Pages sites. These websites serve as
entry points for all evaluated parameter combinations (i.e., runs).

NVIDIA DGX Spark = https://tumi8.github.io/paper-
llm-artifacts-ai-enrichments-
spark/

GPU Server = https://tumi8.github.io/paper-
llm-artifacts-ai-enrichments-
gpu-server/

Each website lists the available enrichment runs in a table displaying
the model and parameters. Additionally, every table entry links
to a browser-based visualization of the enriched experiment for
each run. On these visualization websites, readers can inspect the
generated general title, keywords, and description, as well as entity-
level descriptions for scripts and result files. To support comparison,
we also provide access to the original experiment and its researcher-
authored reference descriptions. The websites include aggregated
summaries and plots for all runs, allowing readers to comprehend
the results of the evaluation in Section 5. For long-term archival
and transparency, all data is also available on Zenodo.

NVIDIA DGX Spark = https://doi.org/10.5281/zenodo.
20765341

GPU Server = https://doi.org/10.5281/zenodo.
20765512
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6 Future Work

The current implementation of this proof of concept focuses on
entity-level enrichment within a single RO-Crate. We aim to fur-
ther improve the enrichment process by refining the prompt tem-
plates and runtime parameters. Another important next step is a
user study to assess the perceived quality, usability, and clarity of
the generated descriptions beyond automatic similarity metrics,
testing where the enriched metadata genuinely helps stakehold-
ers such as artifact authors, reviewers, and developers. However,
the same general approach could be extended beyond script and
artifact descriptions toward explicit interpretation of experiment
results. If result files are available in sufficiently structured form,
an LLM-assisted post-processing stage could generate descriptions
of measured outcomes, summarize visible trends, highlight confi-
dence intervals, and compare how results change across hardware
configurations or repeated runs. Such automated analysis would be
especially useful for experiment series where individual RO-Crates
document separate executions but the scientific insight emerges
only from their combined interpretation.

Another future direction is to integrate description generation
directly into the experiment workflow, enabling users to interac-
tively request, review, and correct entity descriptions. In this setting,
LLM-generated descriptions should also be clearly labeled as such.

7 Conclusion

Automated metadata documentation remains a major challenge for
reproducible experiments. Consequently, we presented a proof of
concept for an LLM-based enrichment pipeline that automatically
generates descriptive metadata for RO-Crate artifacts based on the
experiment scripts and result files. The evaluation demonstrates
the feasibility of this approach without changing the underlying
experiment execution stack or requiring additional manual effort
from researchers. Across both evaluated hardware platforms, the
gpt-oss and Gemma 3 families achieve the best practical tradeoff
in our evaluation, while reasoning-heavy models are substantially
slower and more verbose. The additional evaluation on an off-the-
shelf GPU server shows that the enrichment pipeline is also feasible
on cheaper commodity hardware. In summary, these results show
that LLM-based enrichment can provide descriptive metadata to
experiment artifacts. We expect that this added metadata improves
the usability of experiment artifacts for reuse, but confirming such
a benefit requires a dedicated user study.
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In this appendix, we present the prompt design of our implementa-
tion. Each model call uses a two-message prompt: a shared system
instruction, identical for every entity, and a body template selected
by the entity type. The system instruction in Listing 1 sets the
generic context and the no-speculation rules, while each body adds
task-specific guidance and a length budget. Following the groups
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presented in Section 4, we present the template used for each type.
Listing 2 details the prompt used to generate a summary of an
experiment script focusing on its role in the overall experiment con-
text. Listing 3 shows the shorter result-file prompt, which combines
contextual blocks with a bounded preview of the artifact. Listing 4
gives the crate-level prompt used to generate an overall title and
dataset-style description from the structured experiment summary
based on the existing and cached summaries.

Listing 1: Shared system instruction prepended to every en-
tity prompt.

You generate RO-Crate metadata descriptions for a dataset catalog. Write as
if for a catalog entry that helps a researcher understand the artifact's
technical role.

Describe the domain-level function or content before the storage form or
archive structure. Prefer measured quantity, method, and purpose when the
context supports them.

Use concise, neutral, technical English. Output only the requested sentence
or paragraph without quotes, lists, markdown, headings, or extra formatting.
Respect the requested length budget.

Never speculate beyond the provided context or invent results, causes,
parameters, or implementation details. Avoid archive or upload framing
unless that is the artifact's actual subject. Avoid implementation trivia
when a higher-level experimental description is sufficient.

Do not refer to yourself, the prompt, or the request. Do not include
secrets, tokens, or credentials. Do not repeat the file or entity name in
the description.

Avoid run-specific IDs, generated folder names, timestamps, absolute paths,
IP addresses, hostnames, ports, and literal hash values; prefer generic
wording such as each run or per-run logs when needed.

Prefer domain-specific technical nouns over vague phrases such as workflow,
process, setup, thing, or data file when the context supports more precise
wording.

Listing 2: Body template for a primary experiment script.

You are given a primary experiment script.

Length budget: 2-4 short sentences totaling about 35-65 words.

Describe the script's experimental role in the language of a dataset catalog
entry. When clearly present, prioritize workload or transfer purpose,
synchronization, measurement capture such as timing, checksums, or energy,
and result or log handling. Avoid enumerating implementation names,
shell-level details, flags, paths, addresses, or parameter values unless
essential for correctness.

Filename: '{fname}'
File content:
{content}

Warmuth et al.

Listing 3: Body template for a single result-file artifact.
The context block is assembled from the filename, optional
parent-script context, and a content preview bounded by
peek_chars.

You are given a single experiment artifact.

Length budget: exactly 1 sentence totaling about 12-3@ words.

Describe what the artifact contains and its immediate purpose in the
experiment. Prioritize concrete observations such as execution outcome,
integrity check, transferred data, recorded timestamps, measurements, or
evaluation output when the context supports them. Do not narrate the
filename or extension, and avoid listing every visible field or column.

Context:

Filename: '{fname}' (extension: '{ext}')
Parent script filename: '{parent_name}'
Parent script content:

{parent_content}

Content preview:

{preview}

Listing 4: Body template for the overall crate summary (title
and description).

You are given a structured summary of a research experiment. Based on the
information below, produce metadata for the overall dataset.

Important rules:

- Describe the experiment first, but mention archive contents, scripts,
per-run logs, and evaluation outputs only when they are central to
understanding the dataset.

- Explain what is measured, the methodology, and the evaluation approach
when supported by the summary.

- Keep parameter descriptions generic: say 'different values' or 'multiple
configurations' rather than listing specific values, counts, or ranges.

- Do not turn the description into an inventory or exhaustive file list, but
mention the most important artifact groups when useful.

- Use configuration context only to improve correctness and broad framing,
not to produce a parameter list.

- Prefer specific domain terms when supported.

Produce:

1) A concise descriptive title of about 8-15 words for the dataset.

2) A 3-4 sentence description totaling about 70-100 words, suitable for a
dataset catalog and explaining what was measured, the overall methodology,
and the evaluation approach.

Format your response EXACTLY as:
Title: <your title>
Description: <your description>

Do not add any other text, formatting, or explanation.

{summary}
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