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Abstract
Multipath QUIC aggregates the bandwidth available to multihomed
clients. Path and stream scheduling policies are known to affect
performance but rely on static, general-purpose approaches that fail
to meet application requirements. We present a framework to re-
quest novel proxy-based services that require scheduling in network
topologies with multiple paths to an HTTP/3 proxy. It repurposes
the Extensible Prioritization Scheme (EPS) to convey tailored sched-
ulers at the connection level. With our own open-source MASQUE
implementation, Nada, we demonstrate that interplay by selecting
a custom stream-aware scheduler at the proxy. A reproducible mea-
surement campaign shows that such client-proxy cooperation with
EPS as a platform enables Quality of Service to be requested for
specific flows. Our contribution lays the groundwork for adaptive
solutions that dynamically optimize for desired behaviors, such as
handling path heterogeneity, without involving the target server.
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1 Introduction
MultiplexedApplication Substrate over QUIC Encryption (MASQUE)
extends the HTTP CONNECT method to enable the proxying of ar-
bitrary Ethernet, IP, and UDP traffic at the application layer [21,
23, 25]. Building atop HTTP makes MASQUE straightforward to
deploy, as it reuses existing Internet infrastructure and facilitates
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user access control to proxy-based services. When operated over
HTTP/3, MASQUE tunnels appear as common Web traffic on the
client-proxy path and allow carried protocols to be retrofitted with
additional capabilities by inheriting features and extensions of the
QUIC substrate.

One such extension is Multipath QUIC (MPQUIC) [13]. Multi-
homed clients can benefit from increased throughput and resilience
by utilizing several transport-layer paths simultaneously. The bene-
fits of multipath connections have been demonstrated for Multipath
TCP (MPTCP), where mobile devices leverage WiFi and cellular
networks in tandem [3]. A path scheduler aggregates the available
bandwidth by choosing the path on which to send packets next. A
stream scheduler is additionally required for multiplexing. Neither
QUIC nor HTTP/3 defines path and stream schedulers [1, 8, 13]
despite their impact on Quality of Service (QoS).

A separate RFC, the Extensible Prioritization Scheme for HTTP
[19], describes the prioritization of multiplexed information flows.
The scheme delineates a per-priority sequential scheduler for non-
incremental resources that switches to Round Robin (RR) when the
peer requests partial delivery. EPS is extensible because it allows for
the straightforward introduction of additional priority parameters.
Major browsers and CDNs support the scheme [6]. In a MASQUE
context, priority hints apply to HTTP data streams carrying cap-
sules [24], which can be used to, e.g., transparently provide loss
recovery to an otherwise unreliable transmission [10, 11]. New EPS
parameters can drive application-specific behavior, such as max-
min fairness guarantees to address starvation and forward error
correction to recover from erasures [7].

Figure 1 illustrates how flow-aware scheduling can benefit ser-
vice quality by assigning high-priority flows to the fastest path. In
heterogeneous environments, where the latency and bandwidth
differ significantly, general-purpose packet schedulers [2] that do
not account for these differences cause out-of-order arrivals [27]
that delay completion times. Accessing a Web application over an
in-network proxy may entail multiple CONNECT-UDP requests to one
or more destination servers, potentially giving some end-to-end
HTTP/3 connections an unfair bandwidth advantage due to shorter
delays to the target [4]. The client might also want the proxy to
throttle connections to trackers while mixing and covering traffic
to strengthen end-user privacy. Tailored scheduling that leverages
and adapts to application knowledge is of the utmost importance
for these use cases.
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Figure 1: Flow-aware MASQUE scheduling over heteroge-
neous paths.

In this paper, we identify EPS signaling as an enabler for novel
cooperative MASQUE services. We provide (i) Nada, a QUIC-based
proxying prototype that supports runtime connection-level sched-
uler selection at the proxy via a new EPS parameter; (ii) a demon-
stration of that dynamic client–proxy cooperation by evaluating a
custom scheduler offered by the intermediary; and (iii) reproducible
bare-metal testbedmeasurements that validate the cross-connection
prioritization ability of EPS in multipath MASQUE environments.

The remainder of this paper is structured as follows: Section 2
provides an overview of prior work and contextualizes our contribu-
tions within it. Section 3 introduces our proof-of-concept MASQUE
implementation alongside the adaptive backward-compatible exten-
sion. We use them in Section 4 to evaluate and discuss the results of
our measurement campaign, which produces artifacts conforming
to the Research Object Crates specification [26]. Section 5 addresses
limitations of our findings, which a conclusion in Section 6 summa-
rizes.

The source code and measurement artifacts are available online1.

2 Background and Related Work
Krämer et al. [10] outlined how different levels of cooperation be-
tween a MASQUE client, proxy, and server provide performance
enhancements in cellular networks. They proposed using MASQUE
as a signaling protocol to assist with congestion control and QUIC
streams to counteract losses on access networks. Kühlewind et
al. [11] raised the possibility of clients selectively enabling reliabil-
ity and showed that reliable transmission can be beneficial, though
the extent of the performance gain heavily depends on the stream
scheduling strategy. They found that sequential flow prioritiza-
tion can block forward progress with a large number of parallel
connections, triggering spurious losses that decrease end-to-end
performance. Preliminary measurements by Chuppala [4] indicate
that RR approaches address these starvation concerns in single-path
scenarios. He also investigated nested priorities and suggested that
MASQUE can bring flow-specific QoS about. EPS, however, was
not used to capture tiered or cross-connection prioritization seman-
tics. Per the EPS specification [19], CONNECT request streams at the
same urgency level can be prevented from blocking one another by
setting the incremental flag. We apply this guidance in our experi-
ments (see Section 4). To the best of our knowledge, only Menne
and Kühlewind [17, 18] have explored stream-aware scheduling in

1https://github.com/danielpetri1/nada

multipath MASQUE environments, where prioritization was out of
scope. Further evaluations appear hindered by the lack of publicly
available QUIC libraries that implement extensions required by the
MASQUE protocol suite, a gap we address by providing Nada.

3 Cooperative MASQUE Scheduling
To prototype Nada, a MASQUE client and proxy supporting data-
grams, prioritization, capsules, and multipath, we used Cloudflare’s
tokio-quiche QUIC library [16]. Since quiche [5] is loaded as a
dependency, it allows our MASQUE applications to be decoupled
from the underlying QUIC implementation. This facilitates future
research by ensuring later additions, such as congestion controllers
and the multipath extension, are reflected with little intervention
once present in quiche. Further development friction is removed by
tokio-quiche already shipping with the ability to create datagram
flows and EPS signaling.

AnHTTP endpoint communicates an EPS priority via urgency (u)
and incremental (i) parameters in the request header or PRIORITY
_UPDATE frames. The peer acts on the tuple by ordering the re-
sponses by urgency, which ranges from u=0 (high) to u=7 (low).
When tied, earlier requests are given precedence. i is a boolean
controlling whether responses are multiplexed. A non-incremental
urgency of 3 is used by default. In quiche [5], non-incremental
responses are served before incremental ones. Using Table 2 as
an example, high-priority flows come before medium- and low-
priority ones. At each urgency level, the three flows should equally
split the available bandwidth since they are marked as incremental.
Only non-incremental flows (i=false) would take precedence over
them.

We proxy HTTP/3 connections inside another with the CONNECT
UDP [23] method, which upgrades requests to a tunnel for UDP pay-
loads. The MASQUE tunnel uses a QUIC connection as a substrate
for the inner end-to-end connections, which are either reliably sent
over streams or unreliably over datagrams. For the reliable case,
we added the framing mechanism demanded by the HTTP Capsule
Protocol [24]. The client can set EPS hints on inner and outer re-
quests. Figure 2 sketches how end-to-end packets are encapsulated
depending on the tunnel substrate, if present.

The MASQUE applications were then merged into a draft im-
plementation of MPQUIC that provides an RR path scheduler and
Lowest RTT First (LowRTT) variants [28]. LowRTT chooses the
path with the smallest estimated RTT and available congestion
window for transmission [20]. On the client–proxy segment, we
introduced an additional EPS parameter sched to select and change
the connection-level path scheduler at runtime. Without it, the
proxy uses the same static scheduler for all of its connections.

We extended the scheduling interface with Earliest Completion
First (ECF) [12] and Stream-Aware Earliest Completion First (SA-
ECF) [22]. They prevent fast path underutilization in heterogeneous
environments by not sending on a slower path if waiting for the
fastest path to re-open reduces the completion time. The decision
considers RTT statistics, congestion windows, and the send buffer
size. In our ECF implementation for MPQUIC, that size is obtained
from the connection-level stream send buffer and the datagram
send queue byte sum. SA-ECF [22] moves the waiting decision to
the QUIC stream level: a stream can choose to pass on a sending

https://github.com/danielpetri1/nada
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Figure 2: Packetization between client–proxy (a, b) and proxy–server (c).

opportunity if waiting reduces the stream’s completion time per
ECF. Appendix A describes EPS-aware ECF, i.e., how we modified
SA-ECF for HTTP/3.

4 Evaluation
In this section, we provide reproducible measurements that corrob-
orate EPS’ cross-connection prioritization ability and that its use as
a platform for on-the-fly scheduler selection surfaces meaningful
differences between them. The LowRTT scheduler is the initial
scheduler used by the proxy and serves as the basis of our ECF
and SA-ECF implementations. The client is started with the same
scheduler it later requests. As in [17], RR is used as a benchmarking
baseline in the setup outlined next. We refer to our artifacts for
detailed metadata of the conducted measurement campaign.

4.1 Experimental Setup
We perform ourmeasurements on three bare-metal nodes that act as
a client, proxy, and server. Each transport-layer path uses a different
physical link. The client is multihomed with two IPv6 addresses.
The proxy is assigned the same IPv6 address on two proxy–client
interfaces and a server-facing one. The origin runs the example
HTTP/3 Cloudflare quiche server [5] and is directly connected to
the proxy. Path characteristics were emulated with netem and tc-tbf
to set delays and limit the bandwidth of the 10Gbit/s NICs. We
evaluate two scenarios: a homogeneous one where both client–
proxy paths share identical properties, and a heterogeneous one
where the second path is degraded in terms of RTT and rate. Table 1
provides an overview of the evaluated scenarios.

The client creates nine separate CONNECT-UDP requests within
the same outer QUIC connection to the proxy. These are carried
by different QUIC streams regardless of the substrate of the tun-
nel established later, allowing us to set EPS priorities and the
connection’s scheduler via a structured field value token such as
u=0,i,sched=ecf. Table 2 shows the three priority buckets used.
As discussed in Section 2, individual streams are marked as in-
cremental to prevent blocking issues. We note, however, that our
algorithm in Appendix A also accounts for non-incrementality in
its scheduling decisions. The proxy then upgrades the request to

Table 1: Emulated path properties.

Path RTT (ms) Rate (Mbit/s)
Homogeneous
Client–Proxy (both) 5 50

Heterogeneous
Client–Proxy (fast) 5 50
Client–Proxy (slow) 10 10

Proxy–Server 10 unconstrained

Table 2: EPS parameters for reliable tunnels.

Flow ID 0–2 3–5 6–8

Priority high (u=0, i) medium (u=3, i) low (u=5, i)

High

Medium

Low

Client
MASQUE
Proxy

Server

Outer multipath connection

Inner EPS-prioritized flows

Custom scheduler

End-to-end HTTP/3 connections

Figure 3: Flow prioritization with EPS. Independent end-to-
end connections can be scheduled with application knowl-
edge through client–proxy cooperation.

a reliable or unreliable tunnel depending on the capsule protocol
header value. A single end-to-end HTTP/3 request is made to the
destination server per flow, each retrieving a 1MB file. Figure 3
gives an overview.

We measure per-flow completion times from the instant the GET
request is made until the inner stream signals completion. Using
same-sized flows and a single target server simplifies observing the
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effects of prioritization and comparing end-to-end goodput. The
CUBIC congestion control algorithm was used throughout. Each
configuration repeats its measurements 30 times.Measurement runs
store connection traces in the qlog format [14] for visualization
with the qvis tool [15]. Keys are stored to decrypt the traffic that
the proxy captures, as flow content remains hidden at all times.

4.2 Experimental Results
Our setup demonstrates that a MASQUE proxy can use flow-level
metadata provided by the client to affect downlink traffic demands.
EPS serves as a cooperative signaling scheme to convey such in-
formation. We use it to enable a dynamic packet scheduling ap-
proach where the proxy complies with the client’s request to switch
schedulers when the corresponding hint is parsed, affecting how
end-to-end connections are scheduled toward the client.

The boxplots in Figure 4 show that priority semantics cannot
be captured in the unreliable case, i.e., with QUIC datagrams as
the substrate. The available throughput is equally split between
the end-to-end connections, resulting in similar overall completion
times. Since the CONNECT-UDP request stream still carried the u, i,
and sched parameters in the Priority header field, sched can still
affect the connection’s scheduler, even though u and i have no
effect.

While expected, the path scheduler choice still affects QoS: un-
der homogeneous path conditions, RR aggregated links better than
LowRTT and ECF. The median high-priority completion time of RR,
for example, is 5.9 % and 6.6 % lower than that of LowRTT and ECF,
respectively. In the heterogeneous scenario, RR performed 2.1–2.2
times slower since the client was forced to use degraded paths. That
the other unreliable schedulers endure worsening conditions better
implies that there is a threshold after which their usage is bene-
ficial; a client experiencing fluctuating network conditions could
conceivably signal the proxy to switch to and from RR dynamically
with reprioritization frames.

In the reliable case, the stream-based substrate allows EPS to
lower the end-to-end completion times of prioritized flows. In both
scenarios, low-, medium-, and high-priority flows complete in accor-
dance with their urgency, demonstrating that tunnels are scheduled
in the desired EPS order. While RR had the most predictable service
in homogeneous environments, its performance was 2.1–2.8 times
slower than LowRTT and EPS-aware ECF across priority classes
under heterogeneity. Scheduler choice is paramount.

In our setup, only the combination of SA-ECF with EPS allows
the path scheduler to override the stream scheduling component.
qvis [15] markers gave us visibility into when the EPS-aware sched-
uler did so. The addition of the waiting logic present in ECF-based
schedulers, however, did not result in significant gains compared to
plain LowRTT usage. ECF-based schedulers can more aggressively
wait with a larger hysteresis value 𝛽 , at the risk of overusing the
fast path and losing link aggregation benefits. We set it to 0.25 as
in [12]. Menne and Kühlewind note that unlike other stream-aware
schedulers, SA-ECF does not assign a stream to a specific path [17],
indicating that intra-stream blocking is not prevented. Experiments
in the wild with realistic traffic patterns and a production-grade
stack are needed to validate the adapted scheduler, given the limi-
tations in Section 5.

The ability of ECF-based schedulers to yield sending opportuni-
ties addresses a recommendation in the EPS specification [19] that
methods to avoid starvation should be implementation-specific,
as it allows lower-priority streams to occasionally make progress
while maintaining the desired completion order overall. Marking a
stream as incremental alleviates blocking issues outlined by Küh-
lewind in [11], as it more closely matches the datagram scheduling
behavior. Analyses of qlog traces with qvis confirmed that individ-
ual streams were cyclically sent within each priority tier. Beyond
that, EPS only advances to the next priority bucket when a tier
has no flushable data left. This can be seen in Figure 5, which uses
qvis to plot how the multiplexing behavior differs from the proxy’s
vantage point in the first run. It accounts for retransmissions but
not frame sizes. Arrivals are displayed from left to right with the
same color scheme for priorities as in the boxplots. LowRTT and
RR intermittently emit lower-priority flows once high-priority con-
nections drain despite having no yielding ability. The ECF-based
scheduler, in contrast, does, and appears to more frequently switch
between prioritization classes.

Our results show that no single scheduler prevails in all scenarios,
yet their choice heavily affects performance. Adaptive mechanisms
are needed to manage dynamically changing conditions.

5 Limitations
We do not position this paper as an in-depth scheduler evalua-
tion because MPQUIC support in tokio-quiche is preliminary. That
may explain inflated RTTs estimates at the proxy that affect path
selection. qvis revealed congestion window thrashing and high spu-
rious retransmission overhead that warrant further investigation.
Connection migration was disabled at the proxy as path charac-
teristics appeared to become conflated otherwise. The scheduler
switch currently occurs upon new CONNECT-UDP requests. To eval-
uate threshold-based scheduling policies in complex testbed se-
tups where a path degrades during a scenario, reprioritization via
PRIORITY_UPDATE frames must still be added. Per [13], no IETF
specification describes a scheduler that concurrently uses more
than one path. A potentially suitable ECF-based scheduler that we
have yet to evaluate is SRPT-ECF [9], which supports strict EPS-like
priorities and is provably optimal when a simple network model is
assumed. BLADE [18] may address shortcomings we saw in ECF-
based schedulers not providing substantial performance gains over
LowRTT.

6 Conclusion
Stream-aware multipath scheduling is a challenging task with in-
nate trade-offs. Our measurements demonstrate that no individ-
ual scheduler performs optimally under all conditions. Endpoints
therefore require solutions that dynamically adapt to their prefer-
ences. We provide a framework that is capable of testing, evaluating,
and serving pluggable scheduling algorithms at runtime. EPS is
conducive to the development of innovative scheduling-requiring
services. It enables cross-connection prioritization in MASQUE and
allows for Quality of Service to be requested for specific flows. Its
flexibility makes EPS a suitable service signaling mechanism as
it supports the introduction of new parameters. We leverage this
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Figure 4: Per-priority flow completion times across scenarios and scheduling strategies.

(a) RR, homogeneous paths. (b) RR, heterogeneous paths.

(c) LowRTT, homogeneous paths. (d) LowRTT, heterogeneous paths.

(e) EPS-aware ECF, homogeneous paths. (f) EPS-aware ECF, heterogeneous paths.

Figure 5: Sample multiplexing behavior for RR, LowRTT, and EPS-aware ECF across scenarios.

platform to request the use of a scheduler tailored to reducing com-
pletion times. The process acts as a case study as to how existing
MPQUIC scheduling strategies that accommodate sequential prior-
ities can be made compatible with EPS. We encourage researchers
to experiment with Nada to further foster novel cooperative proxy-
based services. We expect the framework to support research into
the optimization of key performance indicators that modern net-
work services rely on, such as out-of-order arrivals, head-of-line
blocking, and information freshness.

A EPS-aware Earliest Completion First
SA-ECF [22] estimates howmany bytes the connection sends before
a stream 𝑠 with weight 𝑠 .𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑𝑊𝑒𝑖𝑔ℎ𝑡 and quantum of 𝐿
completes as follows:

𝑘 = 𝐿 ·
(
𝑔 · (left − 1) + left

)
, (1)

where 𝑙𝑒 𝑓 𝑡 = 𝑠.𝑏𝑦𝑡𝑒𝑠𝐿𝑒 𝑓 𝑡

𝐿
is the number of scheduling rounds 𝑠 needs

and 𝑔 =
1−𝑠.𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑𝑊𝑒𝑖𝑔ℎ𝑡

𝑠.𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑𝑊𝑒𝑖𝑔ℎ𝑡
is the average gap in bytes formed by

multiplexing other streams.
EPS selects a stream 𝑠 in priority order. When non-incremental,

the stream dominates the transmission as it is not multiplexed and
𝑘 is the number of remaining bytes. The same applies if a stream
has fewer bytes left than are emitted per sending opportunity. With
byte-granular multiplexing, 𝐿 equals 1 B, but we set a quantum of
𝐿 = 1300 B in our experiments that is closer to the packet captures
we observed. In the incremental case, Cloudflare quiche [5] iterates
over 𝑛 incremental streams at the same urgency level, so each

stream receives an equal weight of 1/𝑛. Substituting yields:

𝑔 =
1 − 1/𝑛
1/𝑛 = 𝑛 − 1. (2)

Expanding (1) with this substitution:

𝑘 = 𝐿 ·
(
(𝑛 − 1) (left − 1) + left

)
= 𝐿 ·

(
𝑛 · left − 𝑛 + 1

)
= 𝐿 ·

(
𝑛 · 𝑠 .bytesLeft

𝐿
− (𝑛 − 1)

)
= 𝑛 · 𝑠 .bytesLeft − (𝑛 − 1) · 𝐿, (3)

which is the output of Algorithm 1. We refer to [22] for the full SA-
ECF scheduling algorithm, of which EPS-aware ECF is an instance.

Algorithm 1 BytesUntilCompletion(Streams 𝑆 , 𝑠 ∈ 𝑆)
if not s.incremental or 𝐿 ≥ 𝑠 .𝑏𝑦𝑡𝑒𝑠𝐿𝑒 𝑓 𝑡 then

return s.bytesLeft
else
𝑢 ← 𝑠 .𝑢𝑟𝑔𝑒𝑛𝑐𝑦

𝑛 ← |{𝑓 ∈ 𝑆 | 𝑓 .𝑢𝑟𝑔𝑒𝑛𝑐𝑦 = 𝑢 ∧ 𝑓 .𝑖𝑛𝑐𝑟𝑒𝑚𝑒𝑛𝑡𝑎𝑙}|
𝑘 ← 𝑛 · 𝑠 .𝑏𝑦𝑡𝑒𝑠𝐿𝑒 𝑓 𝑡 − (𝑛 − 1) · 𝐿
return k

end if
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