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Abstract
Experiments executed in Research Infrastructures (RIs) produce
rich data, yet the consistent packaging of results and their asso-
ciated experimental context remains challenging. The resulting
artifacts often become black-box archives that others struggle to
interpret or build upon. Research Object Crate (RO-Crate) addresses
this challenge by enabling researchers to bundle research data with
structured metadata. However, its open design does not specify
how to describe domain-specific aspects of experimentation in RI
environments. With the formal introduction of profiles in RO-Crate
version 1.2, we identify an opportunity to close this gap.
We present Research Infrastructure Shareable Experiments (RISE),
an RO-Crate profile that standardizes the packaging of RI-driven
experiments by documenting what was executed, in which en-
vironment, and with which results. The specification is publicly
available as a fully defined Profile Crate, complete with a formal
vocabulary and type declarations. We additionally provide a visual-
ization website that renders profile-conformant crates as interactive,
human-readable views. Researchers can explore experimental meta-
data about the environment, inspect command outputs, and browse
result files without parsing the raw data. Two openly accessible
reference experiments demonstrate the profile in practice and show
how RISE transforms RI experiments into transparent, inspectable
artifacts that can be interactively explored.

CCS Concepts
• General and reference → Experimentation;Measurement;
Evaluation; • Networks → Network experimentation; Network
measurement.
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1 Introduction
Research Infrastructures (RIs), like CloudLab [5], Chameleon [15],
or SLICES [7], are essential to modern computing and communica-
tions research. They provide researchers with dedicated environ-
ments to conduct experiments (hereafter, RI experiments) on real
hardware, diverse network topologies, and configurable software
stacks. However, the heterogeneity of RIs, each with its specific
hardware, tooling, and software environment, makes it difficult to
share and reuse experimental artifacts across platforms and research
groups. In practice, experiment artifacts are often archived with
little structure or incomplete documentation. This is particularly
problematic as several studies identify incomplete documentation
as one of the main reasons for irreproducible results [4, 14, 21].
Critical context such as executed commands, hardware configura-
tions, and environment documentation is either scattered across
files or omitted entirely. This directly conflicts with the FAIR prin-
ciples [27]. Without structured, machine-readable metadata, in-
teroperability suffers: data cannot be combined across tools and
platforms. Reusability is equally affected, as others struggle to under-
stand and build upon prior work. Even when artifacts are published
on platforms like Zenodo [6], their generic file viewer offers limited
support for efficiently navigating experimental data.

Research Object Crate (RO-Crate) [23] is a community-driven
specification for packaging research data together with structured
metadata to support reuse and interoperability.With version 1.2 [22]
of RO-Crate, the concept of profiles was formally introduced into
the specification. Profiles enable the creation of domain-specific
RO-Crates by defining tailored vocabularies and constraints that
extend the base structure with additional types and properties.

The field of RI-based experimentation constitutes precisely such
a domain. Despite the wide variety of RIs and possible experiments,
a recurring pattern of core resources and operations can be identi-
fied: experiments are composed of commands executed on nodes
within a configured environment, producing result data. This com-
monality creates an opportunity to define a dedicated RO-Crate
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profile for RI experimentation. Therefore, we present Research In-
frastructure Shareable Experiments (RISE), a profile that standardizes
the packaging of RI-driven experiments by capturing what was ex-
ecuted, in which environment, and with which results.

Additionally, we provide a visualization website that presents
profile-conformant crates as interactive, human-readable views,
making RI experiments and their results easier to explore. As recom-
mended by the RO-Crate standard, this website should be directly
included in the crates. Unlike the generic file listings of archival
platforms, this domain-specific visualization lets researchers ex-
plore metadata, inspect outputs, and browse results directly in their
browser.

We structure the remainder of this paper as follows: Section 2
provides background on RI-based experimentation, RO-Crate, and
existing profiles. In Section 3, we outline the general scope and
describe the functionalities we aim to address with the RISE profile.
Section 4 represents the main part of our work and provides the
detailed structure of the profile. We further explain the necessary
steps for packaging and distributing the profile and present the
accompanying visualization website. In Section 5, we discuss the
deployment of the profile and the automated collection of metadata.
Section 6 lists the released artifacts, including the full profile defi-
nition and two demonstration experiments. The paper concludes
with Section 7, which summarizes our contributions and discusses
future research directions.

2 Background
RIs play a crucial role in enabling reproducible and large-scale
experimentation in computing and communications research. Sev-
eral prominent RIs have been established worldwide to provide re-
searchers with access to diverse hardware and software resources.
In the United States, CloudLab [5] operates as a federated testbed
distributed across multiple geographic sites. Built on top of Emu-
lab [12], it provides researchers with access to bare-metal resources,
including servers and network switches, enabling the construction
of custom cloud environments for specific experimental needs.
Also based in the United States, Chameleon [15] adopts a different
approach by using OpenStack [8] as its foundation to offer a con-
figurable platform for edge and cloud experimentation. Notably, its
Trovi portal allows researchers to share and discover experiments
packaged as Jupyter [16] notebooks.
SPHERE [18] (Security and Privacy Heterogeneous Environment
for Reproducible Experimentation) is another US-based RI that
specifically targets security and privacy research. It provides a het-
erogeneous computing environment with an emphasis on enabling
reproducible experimentation within this domain.
SLICES [7] (Scientific Large-Scale Infrastructure for Computing/
Communication Experimental Studies) is a distributed European
RI currently being built across 16 countries. It aims to provide
a large-scale experimental environment specifically tailored for
high-impact research in information and communications technol-
ogy. The SLICES RI uses the plain orchestration service (pos) [9]
as experiment controller to ensure the reproducible execution of
experiments.

Comparing the general workflows of the presented RIs, we can
identify core components that are common across all of them. From

an abstract viewpoint, every RI relies on centralized management
software that handles user administration and hardware resource
allocation. Although the RIs differ in their software-level imple-
mentations, we argue that their general architectural structure is
comparable. We substantiate this claim with the work of Stubbe
et al. [25], who demonstrated experiment portability across RIs
by porting the pos experiment controller to the target RI. One
key example of this architectural similarity is the availability of
experiment nodes to users for experimentation. These nodes can
typically be reserved and subsequently used within a defined time
frame. Some RIs, such as Chameleon [15], employ a virtual currency
mechanism to ensure fair resource usage. Once reserved, experi-
ment nodes become accessible to users, for instance via direct SSH
access or through dedicated execution interfaces. For experiment
configuration, SLICES [7] provides endpoints to launch scripts on
nodes, whereas CloudLab [5] encapsulates it in so-called profiles
that define the node setup. Moreover, RIs typically allow specific
operating system images or container images (e.g., Docker) to be
deployed on the nodes.

Given the commonalities identified across the presented RIs, we
recognize an opportunity to define a standardized template for doc-
umenting and packaging RI experiments. This template establishes
a consistent format for RI artifacts and simplifies the comparison
of research output across different infrastructures. Moreover, a
common format facilitates the inspection and exploration of exper-
imental data, thereby boosting the reproducibility of research. As
introduced in Section 1, we adopt RO-Crate as the foundation for
this template. RO-Crate is a well-recognized framework for packag-
ing and describing research data and is widely accepted within the
research and reproducibility community. The profile mechanism,
introduced in version 1.2, provides a suitable method to formally
specify the intended template structure.

While RO-Crate profiles are a relatively new concept, two promi-
nent examples already exist. Bioschemas [10] is a community project
to standardize a schema and vocabulary in the specific domain of life
sciences, comparable to the broader Schema.org. Among its contri-
butions, Bioschemas introduced a type for describing computational
workflows. Another initiative, Workflow Run RO-Crate [17] (WR-
ROC) defines a structured format for documenting the execution
of workflows. It comprises three profiles of increasing granularity:
Process Run Crate for describing the execution of one or more tools,
Workflow Run Crate for capturing workflow-driven orchestration
of tools, and Provenance Run Crate for detailing the internal steps
of a workflow execution. Despite this granularity, these profiles
focus primarily on fine-grained workflow descriptions, whereas
our goal is to also document the broader experimental environ-
ment. The existing WRROC profiles therefore address only a subset
of the requirements targeted by RISE. For example, RISE aims to
support the description of experiment nodes, hardware configura-
tions, and infrastructure-specific properties such as boot parameters.
While the WRROC profiles provide detailed workflow execution
provenance, they do not directly capture the aforementioned as-
pects. Supporting them would require substantial extensions to
the existing data model. Consequently, we chose not to adopt the
WRROC profiles directly. Instead, RISE introduces a more light-
weight representation of script and command execution. Neverthe-
less, we recognize the value of the detailed execution provenance
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Figure 1: Typical RI workflow and application area of the RISE profile.

provided by WRROC. Future work will therefore investigate how
WRROC concepts can be integrated with RISE to complement its
infrastructure-oriented documentation capabilities.

3 General Conceptualization and Requirements
In this section, we outline the general scope of the RISE profile
and describe the components and functionalities that we plan to
integrate. The RISE profile is designed to provide a flexible yet struc-
tured format to capture the full experimental context of RI-based
experiments. To this end, we follow the design principle of core
RO-Crate, which balances structured metadata with extensibility.
To support comprehensive documentation of RI-based experiments,
the RISE profile must capture the following components:

(1) The scripts and commands executed on the experiment nodes,
together with the textual output they produced.

(2) The resulting files and directories generated during experi-
ment execution.

(3) The environment in which the experiment was conducted.
We argue that seamless reproducibility requires all three com-

ponents to be captured within a single artifact. Only then can
researchers fully trace the relationship between experimental work-
flows, execution conditions, and produced results. Moreover, the
captured components must be explicitly linked to one another to
preserve their semantic relationships and contextual dependencies.
Together, these requirements establish the foundation for the auto-
mated re-execution of experiments. However, capturing the overall
environment is particularly challenging because it encompasses
several distinct aspects. These aspects include the operating sys-
tem and software environment, the hardware characteristics and
network topology of the participating nodes, and the RI experi-
ment controller responsible for orchestrating the execution. We
acknowledge the substantial complexity of this task and recognize
that addressing all aspects comprehensively would require further
dedicated investigation. For example, accurately capturing soft-
ware environments remains a challenge, as Vallet et al. [26] have
shown that describing them solely through software names and ver-
sion numbers is insufficient. To address this challenge, we rely on
prebuilt operating system images or containers that can either be in-
cluded directly within the artifact or referenced through persistent
online locations. This approach ensures a consistent environment
while maintaining flexible storage requirements.

Regarding integration and deployment within existing RI ecosys-
tems, we design the RISE profile as a complementary component
that can be attached to existing RIs, extending their capabilities
without requiring modifications to their core architecture. Figure 1
illustrates how the profile integrates into a typical research work-
flow. The middle of the figure highlights that the integration targets

only the final step of RI processes, namely the packaging of experi-
mental results. Since the profile only determines what is published
on an online repository but not how it is hosted, the publication
step is only partially attributed to the profile in the figure. In the
final step, artifact exploration and inspection, the profile provides
a visualization website to simplify this process. In accordance with
the RO-Crate specification, this website is integrated into the crate.

4 Profile Structure and Implementation
In this section, we describe the components and detailed structure
of the RISE profile. As it constitutes the main part of our work,
we briefly outline the remainder of this section. In Section 4.1, we
describe the detailed structure of the RISE profile with all newly
introduced types and properties. Section 4.2 explains how the profile
definitions are available to the community. In Section 4.3, we present
a web-based visualization tool that facilitates the exploration and
inspection of RISE-conformant crates.

4.1 RISE Profile Structure
In this section, we describe the detailed structure of the RISE profile.
Following the recommendation of the RO-Crate specification, we
use the definitions from Schema.org wherever possible and extend
them only when no appropriate terms are available. The Schema.org
definitions consist of types and properties. Types (i.e. classes) rep-
resent entities, which are further described by their associated
properties. The Schema.org type hierarchy is based on inheritance,
allowing base types to be extended bymore specific subtypes. These
subtypes inherit all properties of their parent types and can define
additional properties of their own.

According to the RO-Crate specification, the root data entry is
the entry point of a crate and contains general metadata. Starting
from this root data entry, RISE adopts a tree-like structure, with
entities systematically linked from the top level to the lower levels.
In addition, entities that are particularly important or frequently
accessed are also linked directly at the top level, allowing them to be
discovered without requiring a depth-first traversal of the structure.
Figure 2 illustrates the overall structure of the RISE profile and the
links between its types.

In the following, we explain all new types and properties intro-
duced by the RISE profile. For new types, we include tables that list
all associated properties and their expected data. Moreover, colors
indicate where the types and properties originate from and whether
a property is required or optional.

4.1.1 Root Data Entry. The root data entry serves as the entry
point for all RO-Crates and lists the most important metadata in its
properties. For RISE, we adhere to the RO-Crate specification of the
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Figure 2: General structure of the RISE profile. The figure shows the linking between types of the profile.

root data entry, however, we explicitly require a name as well as
the creation, modification, and publication dates. Additionally, we
recommend using the properties description and keywords to
further describe the crate. These and all other properties are listed
in Table 9 of Appendix A.

As the entry point for the RISE profile, we use the mainEntity
and mentions properties which were introduced in version 1.2 of
RO-Crate. These properties can be used to link the main entities
of the crate. A RISE-conformant crate can contain one or more
(independent) experiments. These two properties are mutually ex-
clusive: if the crate contains a single experiment, mainEntitymust
be used. If it contains multiple experiments, mentions must be
used instead. In both cases, the properties must link to instances of
the Experiment type, which is further explained in the upcoming
Section 4.1.2. A typical example for this approach is the separation
of a measurement phase and its subsequent data evaluation. While
it is practical to separate these two tasks in execution, it is useful
to release the resulting data as a single crate. Since both steps are
necessary for artifact evaluation, bundling them together allows
reviewers to directly reproduce and assess the entire workflow.

For crediting authors and contributors of the crate, we use two
properties. First, the profile requires the author property to declare
authorship. Second, we use the contributor property to declare
contributorship. While the property formally expects a Person or
Organization, Schema.org explicitly permits the use of Role [13].
We use this mechanism to associate contributor roles with the corre-
sponding authors. For the description of the contribution roles, we
adhere to the Contributor Role Taxonomy (CRediT) [3, 19]. CRediT
defines 14 contribution roles that specifically address contributions

in academic research. In case the crate is publicly available, it should
possess a license. If the crate is published online, the location can
be specified in the archivedAt property. Adapted from RO-Crate,
the citation property can be used to reference the publications
the crate is part of.

4.1.2 RISE Profile Main Type: Experiment. The central element of
the RISE profile is the newly introduced Experiment type, which
serves as the entry point for all other types. We define Experiment
as a subtype of the Schema.org type CreativeWork. Figure 2 illus-
trates the central position of this type while Table 1 lists all proper-
ties. The first properties are directly inherited from CreativeWork
and include name, description, authorship, etc. For a single experi-
ment, these properties are optional and can be specified globally
in the root data entry. For multiple experiments, they are required
at the experiment level to allow differentiation. Since authors are
represented as contextual entities, they can be reused across exper-
iments by referencing their identifier. The Experiment type can
either exist as a contextual metadata entity or link to a file that
describes the experiment in more detail. If it links to a file, the
encodingFormat property should be used.

The remaining properties are newly defined by the RISE pro-
file and include domain-specific properties to address the partic-
ular requirements of RI-based experiments. The required proper-
ties are executedCommands, experimentNodes, and experiment-
Controller. The executedCommands property links to all com-
mand files that are invoked during the experiment. This property ac-
cepts multiple command types including single executions, looped
executions, and management-specific operations. Command files
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Property Type Description

inherits all properties from the CreativeWork type plus the following properties
@id URL Local identifier (e.g. "#") or URI to the experiment file
@type Text Set to the Experiment type
name Text Name of the experiment1
description Text Description of the experiment
dateCreated DateTime Creation timestamp1
dateModified DateTime Modification timestamp1
author List (↩→ Person or ↩→ Organization) Authors of the experiment1
contributor List (↩→ Role) Authors of the experiment with assigned roles
keywords List (Text) Keywords of the experiment
encodingFormat Text or URL If the identifier is a URI to a file
executedCommands List (↩→ CommandFile or ↩→ CommandFileLooped or

↩→ CommandFileReset or ↩→ CommandFileBootstrap or
↩→ CommandFileSetup or ↩→ CommandFileCopy)

Executed commands on the experiment nodes

resultData List (↩→ File or
↩→ Dataset)

Links to result data of the executed commands

experimentNodes List (↩→ ExperimentNode) Experiment nodes that are part of the experiment
experimentWorkflow ↩→ File Link to a file that describes the experiment workflow
supplementaryData List (↩→ File or ↩→ Dataset) Links to additional data that is relevant to the experiment
includedOSImages List (↩→ OSImage) OS images that are part of the experiment
energyMeasurements List (↩→ File or ↩→ Dataset) Links to energy measurement data of the executed commands
experimentController List (↩→ CreativeWork or ↩→ SoftwareApplication) Software or tools used for the experiment management and execution

1required if the crate contains multiple experiments
Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD

Required Conditionally Required Optional

Table 1: All properties of the main type Experiment.

contain instructions to be executed on an experiment node and are
further explained in Sections 4.1.4, 4.1.5, and 4.1.6.

The experimentNodes property references all nodes involved in
the experiment, documenting the (distributed) experimental en-
vironment. This type is further described in Section 4.1.7. The
experimentController property links to a type that describes the
software used for the experiment execution and orchestration. This
property expects either a Schema.org CreativeWork or Software-
Application type, documenting the RI environment and version
in which the experiment is executed.

The optional properties allow linking additional workflow de-
scriptions, supplementary data, result data, operating system im-
ages, or energy consumptionmeasurements. Result data of executed
commands can be linked in the resultData property, thereby pro-
viding a convenient shortcut avoiding the need to iterate over all
individual commands. The experimentWorkflow property expects
a File type that further describes how the experiment workflow is
executed. As a simple example, this file could specify the order in
which the commands were invoked. The supplementaryData prop-
erty allows attaching additional File or Dataset entries containing
arbitrary data required for the experiment execution. For example,
required software or configuration files that are not publicly avail-
able or have been modified could be provided as supplementary
data. Operating system or container images used in the experi-
ment can be referenced via the includedOSImages property. For
experiments in which energy consumption and sustainability are
relevant, additional energy measurement files can be linked via the
energyMeasurements property. Both properties serve as shortcuts,
as operating system images and energy measurements can also be
linked directly from the corresponding types. As a result, the main
type Experiment provides a centralized overview of all relevant
experimental parameters and offers quick access to all metadata.

4.1.3 General Data Types. Since RISE-conformant RO-Crates con-
sist largely of files and directories, the File and Dataset types
are frequently referenced throughout the profile. While Dataset
is a native Schema.org type, File is an RO-Crate-defined alias for
Schema.org’s MediaObject type. As these types are adopted un-
changed from the original specification, we list their properties for
completeness in Appendix A (Tables 10 and 11). At the profile level,
however, we require the properties name, dateCreated, and date-
Modified for both types, as well as contentSize for the File type.
The optional hasPart property for directories allows the explicit
enumeration of all files and subdirectories contained within them.
Furthermore, all files and directories associated with executed com-
mands must be linked back to their parent entities. To this end, we
use the exampleOfWork property, which links command outputs
and result data back to their originating commands. This explicit
back-linking significantly improves the traceability of individual
files within the crate.

4.1.4 Command Files. Command files are one of the main new
types introduced by the RISE profile, with the concepts of com-
mand files, parameterization, and loops being inspired by the pos [9]
methodology. A command file contains instructions to be executed
on an experiment node. These instructions can be a single shell
command, a chain of them, or a self-contained executable file. In the
latter case, the file must include information on how to execute it.
We recommend the use of a shebang line to indicate the appropriate
interpreter. By default, command files are executed as the root user
on the target experiment node. If execution under a different user
account is required, this must be handled within the command file it-
self. As the CommandFile type itself represents a file, it inherits from
the File type and extends it with additional properties as displayed
in Table 2. The required properties startTime, endTime, and du-
ration are inherited from Schema.org and capture timing-related
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Property Type Description

inherits all properties from the File type plus the following properties
startTime DateTime Timestamp when the command

starts
endTime DateTime Timestamp when the command

finishes
duration Duration Duration of the command
executedOn ↩→ ExperimentNode Experiment node executing the

command
variableSet ↩→ File Link to a variable set file
status Text or ↩→ File Return code or link to the status

file
stdout ↩→ File Link to the stdout file
stderr ↩→ File Link to the stderr file
resultData List (↩→ File or

↩→ Dataset)
Links to result data

invokedCommands List (↩→ CommandFile) Links to invoked subcommands
invokedBy ↩→ CommandFile or

↩→ LoopRun
If the command is invoked by a
parent command

energyMeasurements List (↩→ File or
↩→ Dataset)

Links to energy measurement
data

Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD
Required Conditionally Required Optional

Table 2: All properties of the CommandFile type.

metadata. Additionally, the RISE profile introduces and requires the
executedOn property. This property indicates which experiment
node executed the command file, expecting an ExperimentNode,
which is further described in Section 4.1.7.

The CommandFile type supports parameterization of its exe-
cution through the variableSet property. Parameters allow the
same experiment to be executed with different configurations, for
example re-running it with a different version of a software li-
brary. Variables can be supplied as plain text arguments passed
at invocation or in a structured, machine-readable format such as
JSON. In the latter case, the experiment environment (e.g., the ex-
periment controller) should provide functionality to retrieve these
variables at runtime within the command file. On Unix-like oper-
ating systems, the execution of a command produces a standard
output stream (stdout), a standard error stream (stderr), and an
exit code, as defined by the POSIX standard. The required proper-
ties stdout, stderr, and status store this information. If certain
outputs should be separated from the main command file, their
execution can be placed in a subcommand. The invokedCommands
property allows referencing subcommands, with the expected type
also being CommandFile. The inverse property invokedBy links
a subcommand back to its parent command. If a command pro-
duced output artifacts, the resulting files should be referenced via
the resultData property, which accepts files and directories. Fur-
thermore, if energy consumption is tracked during the command’s
runtime, files or directories containing energy information can be
referenced in the energyMeasurements property.

By design, the CommandFile type captures entire scripts or com-
mand chains as single units. For more fine-grained documentation
of individual operations, a future release of the RISE profile may
introduce support for the Workflow Run RO-Crate profile here.
For example, a Process Run Crate could then be linked via the
invokedCommands property.

In the following sections, we introduce variations of the base
CommandFile type. First, Section 4.1.5 presents a looped variant

Property Type Description

inherits all properties from the File type plus the following properties
startTime DateTime Timestamp when the command starts
endTime DateTime Timestamp when the command finishes
duration Duration Duration of the command
executedOn ↩→ ExperimentNode Experiment node executing the command
variableSet ↩→ File Link to a variable set file
loopRuns List (↩→ LoopRun) Links to the individual loop runs

Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD
Required Conditionally Required Optional

Table 3: All properties of the CommandFileLooped type.

Property Type Description

inherits all properties from the File type plus the following properties
startTime DateTime Timestamp when the run starts
endTime DateTime Timestamp when the run fin-

ishes
duration Duration Duration of the run
runOfLoopedCommand ↩→ CommandFileLooped Link to the looped command file
status Text or ↩→ File Return code or link to the status

file
stdout ↩→ File Link to the stdout file
stderr ↩→ File Link to the stderr file
resultData List (↩→ File or

↩→ Dataset)
Links to result data

invokedCommands List (↩→ CommandFile) Links to invoked subcommands
energyMeasurements List (↩→ File or

↩→ Dataset)
Links to energy measurement
data

Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD
Required Conditionally Required Optional

Table 4: All properties of the LoopRun type.

that allows the execution of a command over an array of vari-
ables. Second, Section 4.1.6 introduces specialized command files
for management tasks such as resetting, bootstrapping, or setting
up experiment nodes, as well as copying files to nodes.

4.1.5 Looped Command Files. Looped command files are a vari-
ation of the regular command files. The main idea is to provide
the ability to iterate over an array of parameters. For example, if
a variable specifies the duration of a measurement, it can be re-
placed with an array of values, allowing the command to be run
with different durations to verify whether results remain stable.
Multiple variables may vary simultaneously, in which case all pos-
sible permutations of their values are executed. Unlike a regular
CommandFile, a looped command file consists of a single command
file but produces separate outputs for each run. Consequently, the
command file itself must be separated from its per-run outputs. To
this end, the output-related properties are moved from the Command-
FileLooped type to a new type, LoopRun. Table 3 lists all properties
of the adapted CommandFileLooped type.

A LoopRun represents a single execution of a looped command
file with a specific combination of the loop variables. The loop-
Runs property links a looped command file to its loop runs, and the
inverse property runOfLoopedCommand links back to the looped
command file. The LoopRun type inherits from File, and Table 4
lists all its properties. The file referenced in the identifier of a loop
run should specify the exact variable combination used in that run,
expressed either as plain text or in a structured format such as

https://schema.org/startTime
https://schema.org/DateTime
https://schema.org/endTime
https://schema.org/DateTime
https://schema.org/duration
https://schema.org/Duration
https://schema.org/Text
https://schema.org/Dataset
https://schema.org/Dataset
https://schema.org/startTime
https://schema.org/DateTime
https://schema.org/endTime
https://schema.org/DateTime
https://schema.org/duration
https://schema.org/Duration
https://schema.org/startTime
https://schema.org/DateTime
https://schema.org/endTime
https://schema.org/DateTime
https://schema.org/duration
https://schema.org/Duration
https://schema.org/Text
https://schema.org/Dataset
https://schema.org/Dataset
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Property Type Description

inherits all properties from the CommandFile type plus the following properties
bootedImage ↩→ OSImage or

ContainerImage
Link to the booted im-
age

bootParameters List (Text) List of boot parameters
bootstrapCommands List (↩→ CommandFileBootstrap) Links to invoked boot-

strap commands
setupCommands List (↩→ CommandFileSetup) Links to invoked setup

commands
Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD

Required Conditionally Required Optional

Table 5: All properties of the CommandFileReset type.

Property Type Description

inherits all properties from the OperatingSystem type plus the following properties
name Text Name of the image
description Text Description of the image
fileSize Text Size of the image
archivedAt URL If the image is available online
hasPart List (↩→ File or

↩→ Dataset)
Links to image data if included in the crate

Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD
Required Conditionally Required Optional

Table 6: All properties of the OSImage type.

JSON. The remainder of a loop run closely follows the design of a
regular command file described in Section 4.1.4.

4.1.6 Infrastructure-specific Command Files. In order to separate
infrastructure- frommeasurement-related commands, we introduce
dedicated command file types for infrastructure tasks. These com-
mands cover resetting, bootstrapping, and setting up experiment
nodes, as well as copying files to an experiment node. CommandFile-
Bootstrap and CommandFileSetup serve as aliases to the regular
CommandFile. Therefore, the sole purpose of the bootstrap and
setup types is to provide a clear semantic separation from regular
commands.

In comparison, the CommandFileReset and CommandFileCopy
types introduce additional properties. For resets, the only addi-
tional required property is bootedImage, which indicates the im-
age booted during the reset. This property expects an OSImage or
ContainerImage type as shown in Table 5. The former is newly
defined by the RISE profile, while the latter is reused from the
Workflow Run Crate profile [17]. The OSImage type allows the
description of an operating system image that is deployed on an
experiment node during the reset process. Table 6 lists the proper-
ties of the OSImage type, which inherits from the Schema.org type
OperatingSystem. The RISE profile also allows the image itself to
be included directly in the crate. In this case, the hasPart property
should link to all files and directories that constitute the image. If
the image is not included in the crate, the archivedAt property
allows specifying a location where the image is available online.
As an alternative to OSImage, the ContainerImage type and its
subtype DockerImage can be used to describe container images
used in virtualized environments.

Especially during the setup phase, additional files may be re-
quired on an experiment node that are not available online and,

Property Type Description

inherits all properties from the CommandFile type plus the following properties
sourcePath Text Source path of the data to be copied
destinationPath Text Destination path of the data to be copied
recursiveCopy Boolean If the data is copied recursively
copiedData List (↩→ File or

↩→ Dataset)
Links to copied data if included in the crate

Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD
Required Conditionally Required Optional

Table 7: All properties of the CommandFileCopy type.

Property Type Description

inherits all properties from the Thing type plus the following properties
@id Text Local identifier (e.g. "#") or URI of the experi-

ment node
@type Text Set to the Thing type
name Text Hostname of the experiment node
description Text Description of the experiment node
hardware ↩→ File Link to a hardware file of the experiment node
topology ↩→ File Link to a network topology file of the experiment

node
visualizedTopology ↩→ File Link to a visualized network topology file of the

experiment node
Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD

Required Conditionally Required Optional

Table 8: All properties of the ExperimentNode type.

therefore, cannot be downloaded directly by the setup command file.
To address this, the CommandFileCopy type (Table 7) enables file
transfers from the management controller to an experiment node.
The type specifies a copy operation by defining the source path on
the experiment controller and the destination path on the experi-
ment node. Optionally, a dedicated property allows the copied data
to be included in the crate.

4.1.7 Experiment Nodes. Together with the experiment controller,
experiment nodes form the most important components of an RI.
However, their equipment and capabilities vary over a wide range.
Moreover, even the smallest changes, such as a different firmware
version of a single component, can influence an entire measurement
significantly. Therefore, thorough documentation of their capabili-
ties, including all relevant details, is essential for reproducibility.

To accommodate this, we introduce a new type Experiment-
Node (Table 8), a subtype of Schema.org’s Thing. General informa-
tion can be provided using the name and description properties.
The hardware configuration of the node should be described in
a separate file referenced via the hardware property. Ideally, this
hardware file should be machine-readable and provide as much
detail as possible. Moreover, the file should conform to a schema
language and reference the specific schema template used. To facil-
itate this, the File type provides an additional property, schema-
Version, which allows referencing the applicable schema and its
version. Our recommended schema language is the YANG data mod-
eling language, proposed by the IETF and defined in RFC 6020 [2].
Like Schema.org, YANG uses inheritance to derive more complex
schemas from basic ones. A key advantage of YANG is the availabil-
ity of more technically oriented schemas compared to Schema.org,
making it especially well suited for describing node metadata.

https://w3id.org/ro/terms/workflow-run/#ContainerImage
https://schema.org/Text
https://schema.org/OperatingSystem
https://schema.org/name
https://schema.org/Text
https://schema.org/description
https://schema.org/Text
https://schema.org/fileSize
https://schema.org/Text
https://schema.org/archivedAt
https://schema.org/URL
https://schema.org/hasPart
https://schema.org/Dataset
https://www.researchobject.org/ro-terms/workflow-run/#ContainerImage
https://schema.org/OperatingSystem
https://schema.org/hasPart
https://schema.org/archivedAt
https://www.researchobject.org/ro-terms/workflow-run/#ContainerImage
https://www.researchobject.org/ro-terms/workflow-run/#DockerImage
https://schema.org/Text
https://schema.org/Text
https://schema.org/Boolean
https://schema.org/Dataset
https://schema.org/Thing
https://www.w3.org/TR/json-ld/#syntax-tokens-and-keywords
https://schema.org/Text
https://www.w3.org/TR/json-ld/#syntax-tokens-and-keywords
https://schema.org/Text
https://schema.org/name
https://schema.org/Text
https://schema.org/description
https://schema.org/Text
https://schema.org/Thing
https://schema.org/name
https://schema.org/description
https://schema.org/schemaVersion
https://schema.org/schemaVersion
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In addition to the hardware description, the network topology is
important metadata for experiments in communications research
involving distributed systems. The topology property should refer-
ence a file that contains information about the network topology of
the respective experiment node, e.g., which other experiment nodes
are connected. Again, this file should be machine-readable and in-
clude a reference to the schema version used. Additionally, a visual
representation of the network topology can be provided via the
visualizedTopology property, as textual representations of net-
work topologies are difficult for humans to parse. We recommend
this file to be an image, a vector graphic, or a PDF.

In conclusion, providing comprehensive node documentation
supports the reproducibility of the crates. It helps future researchers
to either replicate the exact hardware setup or, when the original
equipment is unavailable, identify equivalent resources in RIs.

4.2 Packaging and Distribution of the Profile
To simplify adoption by the community and ensure correct interpre-
tation of the profile-conformant crates, the full profile specification
must be publicly available. This guarantees that anyone who en-
counters an RO-Crate conforming to the profile can find further
information and understand its structure. According to the RO-
Crate specification [22], this is achieved by identifying the profile
with a profile URI that serves as the unique location for both human
users and machines. The URI must resolve to a human-readable
profile description and should be a persistent identifier, e.g., us-
ing services like doi.org or an RO-Crate reserved namespace at
w3id.org. Moreover, it should be versioned using semantic version-
ing to clearly distinguish different revisions. At a minimum, the pro-
file URI must resolve to a human-readable document that describes
the profile’s types and properties. The RISE profile provides this de-
scription as a Markdown document (rise-ro-crate-profile.md)
rendered into an HTML page at the profile URI.

In addition, the RO-Crate specification allows providing a Pro-
file Crate: a machine-readable RO-Crate that formally describes
the profile. The Profile Crate is itself a valid RO-Crate with an ro-
crate-metadata.json file. Its root data entity declares Profile
as an additional @type alongside the default Dataset, and uses the
isProfileOf property to reference the base RO-Crate specifica-
tion that it extends. Standard metadata such as name, description,
authors, license, and version are specified in this root entity. To
support programmatic consumption, each resource in the Profile
Crate carries a ResourceDescriptor. This entity declares the re-
source’s role through the hasRole property, following the W3C
Profiles Vocabulary [1].

Besides the profile description, the RO-Crate specification de-
fines several types of resources that can be included in a Profile
Crate. For the RISE Profile Crate, we used the Process Run Crate
profile [17] and its published accessory files as a reference and in-
clude the following resources: A context.jsonld file provides the
JSON-LD context for all newly introduced terms. A vocabulary file
(vocabulary.csv), declared as a DefinedTermSet, lists all custom
types and properties introduced by the profile. Each entry is a De-
finedTerm typed as either rdfs:Class or rdf:Property. Finally,
a types.csv file lists all types and properties reused from external
vocabularies like Schema.org or Workflow Run RO-Crate [17].

4.3 Visualization of the Profile
Besides the machine-readable ro-crate-metadata.json, the RO-
Crate specification recommends providing a human-readable repre-
sentation of the crate. This representation should be a website that
displays the contents of the crate. Due to the thorough specification
of the profile, we can create a custom visual representation tailored
to its content.

The website must be integrated into the crate and function as
a standalone page without a web server. Therefore, we employ a
static site generator to produce a self-contained HTML5 page. We
selected the Nuxt [20] framework with Nuxt UI for its modern user
interface and rich set of built-in components.

Figure 3 shows the upper section of the website, which presents
the general metadata of the crate. The displayed information, like
title, description, or authors, is retrieved from the root data entity
and associated contextual entities. Each author is presented on an
individual card that also shows the affiliation and assigned contrib-
utorship roles. In addition, assigned keywords are displayed in the
top-right corner of the page. Below the authors, we list further meta-
data such as the versions of the RISE profile and the experiment
controller, which are relevant for compatibility. We also display the
involved experiment nodes and the total size of the crate.

The main body of the website comprises up to four tabs corre-
sponding to the following types of the RISE profile: executed com-
mands, result data, energy measurements, and experiment nodes.
Depending on the availability of result data or energy measure-
ments, the corresponding tabs are hidden if no data is available.

4.3.1 Executed Commands. The first tab, Commands, lists the ex-
ecuted commands of an experiment. All executed commands are
listed chronologically in a table. The most important metadata,
such as name, timestamp, experiment node, size, and duration, are
directly displayed in the table. The table also provides a sorting and
filtering functionality as well as customizable columns. Moreover,
all table entries are clickable and unfold to reveal the full infor-
mation about the respective command. Depending on the specific
command file type and its complexity, different tabs are displayed.
For example, for a CommandFileLooped, an additional tab Runs lists
all runs of the looped command file. For each run, the stdout and
stderr outputs, the specific loop variables, as well as the result data
of the loop run are displayed. For better understanding, Figure 4
shows the commands tab with one unfolded looped command file
entry. More specifically, the figure displays the stdout file of the
second loop run of the run-server looped command.

4.3.2 Result Data. If result data is included in the crate, the tab
Files becomes visible. This tab lists all entries contained in the
resultData property. The content of this tab is also organized in a
table structure. Again, the table rows display the most important
metadata, and when a row entry is unfolded, the actual content
can be viewed. Text-based files can be viewed in a read-only editor.
Moreover, for images and PDFs, we display content through the
browser’s built-in viewer. Buttons allow users to enlarge the pre-
view and copy text-based content. If directories, e.g., Dataset, are
present in resultData, a file tree viewer allows the exploration of
files and subdirectories.

https://schema.org/isProfileOf
https://schema.org/DefinedTermSet
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1
Figure 3: Overview of the visual representation of the RISE profile. The header displays general metadata including title,
description, authors with their affiliations and CRediT roles, assigned keywords, profile and experiment controller versions,
involved experiment nodes, and the total size of the crate.

1
Figure 4: Overview of the visual representation of the RISE profile. This image depicts an excerpt of the executed commands
tab, showing a looped command with the second loop run unfolded to reveal the run’s stdout output.

4.3.3 Energy Measurements. If energy measurement data is con-
tained in the crate and referenced in the energyMeasurements
property, the Energy tab becomes visible. Similar to the Files tab,
the energy measurement files are listed in a table structure display-
ing their most important metadata. When a row entry is unfolded,

a preview is available for text-based files, images, and PDFs, al-
lowing users to inspect collected energy measurements directly on
the website. Therefore, this tab lets researchers either inspect the
raw measurement data or review the already plotted visualizations,
easing the assessment of an experiment’s energy footprint.
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4.3.4 Experiment Nodes. The Nodes tab displays all experiment
nodes referenced in the experimentNodes property. Each node is
shown as a clickable card summarizing key hardware information
such as processor, RAM, storage, and network interfaces, with
detailed component specifications available on click. This detailed
view also provides access to the visualized network topology as
well as the machine-readable JSON representations of the hardware
specification.

5 Integration and Metadata Collection
The structure of the RISE profile enables the inclusion of detailed
and comprehensive metadata for RI experiment artifacts. As a con-
sequence, the manual creation of RISE-compliant artifacts is imprac-
tical, since the large amount of required metadata makes the pack-
aging process both slow and error-prone. To address this challenge,
we target the integration of RISE into existing RIs and platforms
that already provide the required metadata and can automate the
generation of crates.

To demonstrate the feasibility of this approach, we developed
a reference integration within the SLICES RI. Specifically, we ex-
tended the SLICES main experiment controller pos to automatically
generate RO-Crate artifacts that comply with the RISE profile. Two
demonstration artifacts produced by this reference integration are
presented in Section 6.

As discussed previously in Section 3, the comprehensive docu-
mentation of both the experiment and its execution environment
consolidates all relevant information within a single artifact. This
establishes the foundation for automated re-execution by mak-
ing the artifacts fully self-contained. Nevertheless, automated re-
execution remains a complex topic and is beyond the scope of
this work. In previous work, we introduced MARTE [11], a repro-
ducibility methodology that builds on pos and describes additional
steps for seamless and automated re-execution of RI-based exper-
iments. MARTE demonstrated the feasibility of such automated
re-execution. As MARTE uses RO-Crate but without a dedicated
profile, future work will investigate how its concepts can be realized
within the RISE profile.

6 Artifact Publication and Demonstration
This section presents the published artifacts of this work: First, the
formal specification of the RISE profile itself. Second, two demon-
stration experiments that showcase the profile and the visualiza-
tion website. We used a testbed of the SLICES [7] RI to execute
the two experiments. For controlling the execution of the exper-
iments, the plain orchestration service (pos) [9] controller was
used. We extended the pos controller to automatically generate
RISE-conformant experiment artifacts.

All artifacts are published on Zenodo for long-term accessibility.
However, since Zenodo only offers a rudimentary file browser
that does not show all files by default, we additionally host the
visualization website of each artifact directly on GitHub Pages.
Even though the websites are included in the artifacts on Zenodo,
accessing them there would require researchers to download the
full artifact, which can be of considerable size, and then open the
ro-crate-preview.html locally in their browser. Therefore, this
additional hosting allows each crate to be inspected directly online.

RISE Profile Specification: Contains the full profile specification,
including a human-readable Markdown file, a machine-readable
Profile Crate, and auxiliary context, type, and vocabulary files.

: Zenodo: https://doi.org/10.5281/zenodo.20797264

: GitHub Pages: https://tumi8.github.io/rise-ro-
crate-profile

Demo Experiment 1: A simple experiment that showcases the
features of the profile and website. It evaluates three software im-
plementations of the QUIC transport layer protocol, using a looped
command file that benchmarks goodput under increasing band-
width limits.

: Zenodo: https://doi.org/10.5281/zenodo.21073950

: GitHub Pages: https://tumi8.github.io/paper-rise-
ro-crate-profile-demonstration/experiment1

Demo Experiment 2: A reproduction measurement of the paper
The Performance of Post-Quantum TLS 1.3 by Sosnowski et al. [24],
which was presented at the CoNEXT’23 conference. Specifically,
Table 4a was reproduced using the public evaluation artifacts. This
table shows the median handshake latency for varying key encap-
sulation mechanisms (KEMs) under different network scenarios.
Further explanation can be found in the original publication.

: Zenodo: https://doi.org/10.5281/zenodo.21082979

: GitHub Pages: https://tumi8.github.io/paper-rise-
ro-crate-profile-demonstration/experiment2

7 Conclusion
Incomplete metadata and limited accessibility of experimental con-
text remain major barriers in reproducible research. As RIs increase
in number and popularity, structured and standardized approaches
to capture experimental metadata become essential.
In response, we presented RISE, a dedicated RO-Crate profile for
describing and packaging artifacts arising from RI-based exper-
imentation. By defining a unified vocabulary for core resources
and operations, the profile streamlines the transformation from
unstructured results into self-contained, reproducible artifacts. To
make profile-conformant crates accessible beyond their machine-
readable representation, we developed an accompanying visual-
ization website that renders experimental metadata as interactive,
human-readable views. Specifically, researchers can explore meta-
data, inspect command outputs, browse result files, and review
hardware and topology configurations directly in the browser. To-
gether, these capabilities allow researchers to quickly assess and
understand published experiments. Two reference experiments
demonstrated both the profile and the website in practice and are,
together with the profile specification, publicly available.
In future work, we plan to develop validation tooling to check crate
conformance against the profile, helping researchers identify miss-
ing metadata before publication. We also consider integrating the
Workflow Run RO-Crate profile in a future release to enable a more
fine-grained documentation of executed commands. In addition, we
aim to explore the integration and further development of existing
approaches for automated re-execution of RISE-based experiments.
Ultimately, we envision RISE as a foundation for transparent and
reproducible experiment documentation and packaging across RIs.

https://doi.org/10.5281/zenodo.20797264
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A Appendix
In this appendix, we present three supplementary data types defined
by the RO-Crate specification. These types are already part of the
specification but are included here for completeness and reference.
Tables 9, 10, and 11 list the properties of the root data entry, file,
and dataset types, respectively.
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Property Type Description

@id URL Set to "./" as defined by RO-
Crate

@type Text Set to the Dataset type as de-
fined by RO-Crate

name Text Name of the crate
description Text Description of the crate
dateCreated DateTime Creation timestamp
dateModified DateTime Modification timestamp
datePublished DateTime Publication timestamp
author List (↩→ Person or

↩→ Organization)
Authors of the crate

contributor List (↩→ Role) Authors of the crate with as-
signed roles

keywords List (Text) Keywords of the crate
license URL License of the crate
archivedAt List (URL or ↩→ WebPage) If copies of the crate are avail-

able online
citation List (↩→ ScholarlyArticle or

↩→ CreativeWork)
If the crate is used in publica-
tions

mainEntity ↩→ Experiment If the crate contains a single ex-
periment1

mentions List (↩→ Experiment) If the crate contains multiple ex-
periments1

1these properties are mutually exclusive
Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD

Required Conditionally Required Optional

Table 9: All properties of the RootDataEntry type.

Property Type Description

@id URL Relative or absolute URI to file
@type Text Set to the File type as defined by RO-

Crate
name Text Filename or human-readable name
description Text Description of the file
keywords List (Text) Keywords of the file
contentSize Text File size in bytes
dateCreated DateTime Creation timestamp
dateModified DateTime Modification timestamp
encodingFormat Text or URL IANA mediatype or link to contextual en-

try
exampleOfWork ↩→ CommandFile or

↩→ LoopRun
If the file is part of a CommandFile or
LoopRun

Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD
Required Conditionally Required Optional

Table 10: Relevant properties of a File type, an RO-Crate
alias for MediaObject.

Property Type Description

@id URL Relative or absolute URI to directory
@type Text Set to the Dataset type as defined by RO-

Crate
name Text Directory name or human-readable name
description Text Description of the directory
keywords List (Text) Keywords of the directory
contentSize Text Directory size in bytes
dateCreated DateTime Creation timestamp
dateModified DateTime Modification timestamp
hasPart List (↩→ File or

↩→ Dataset)
Links to files in the directory

exampleOfWork ↩→ CommandFile or
↩→ LoopRun

If the directory is part of a CommandFile
or LoopRun

Legend: ■ Schema.org ■ RISE Profile ■ Workflow Run RO-Crate ■ JSON-LD
Required Conditionally Required Optional

Table 11: Relevant properties of the Dataset type.
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